Digital Signatures in Preservation

The counterpart to a pen-and-ink signature or wax seal in the physical world is a digital signature in the digital world.

There are four typical uses of digital signatures in preservation environments:

1. During ingest, a publisher may sign digital material to assert that they are truly the publisher;

2. During dissemination, a preservation system may sign digital material to assert that the it is truly the source of the material;

3. A digital object may include embedded digital signatures (e.g., a PDF may include a digital signature);
4. A preservation system may sign and timestamp digital objects that it receives, so that is will subsequently be possible to confirm that they have not been altered.

The first three patterns do not result in any additional needs for preservation metadata.  The first and second patterns are common today.  They are similar to including a manifest and a signed letter along when a document is delivered. Typically, this information is discarded once the object has been received without damage.  The third pattern is normally associated with a specific application (e.g., Acrobat) and services (e.g., certificate validation) to confirm the validity of the signature and the identity of the signer.  This provides the known challenge of providing an execution context and, perhaps partial, emulation environment.  [see section xxx].  It is the fourth pattern that concerns us in this section: using digital signatures to confirm the authenticity of preserved digital objects.

Digital Signatures Background

Just as with a pen-and-ink signature or seal, there are three key requirements for reliable digital signatures:
a) The process of producing a signature, such as a person’s physical signature, is considered to be unique and un-copyable.

b) The signature is related to the content of the document that was signed. 

c) The signature can be recognized by others to be the signature of the person or entity that produced it. 
Two cryptographic techniques are used to generate a digital signature - these are asymmetric cryptographic algorithms and secure hash functions that produce a digest of the content.
Asymmetric cryptography is conceptually very different from symmetric cryptography. In the latter case the same key is used to encrypt and decrypt, and so it implies that all relevant parties must have knowledge of the key. This means that one cannot assert that only one party used, or could have used, the key, since all parties had knowledge of it. 

Asymmetric cryptography is based on using a pair of keys: one to encrypt and the other to decrypt, and where knowledge of one key provides no help in seeking to derive or guess the other key. One key is designated as the private key, and this is held securely by the party which signs. This is the process by which principle (a) is achieved, and the key must be held securely to prevent it being copied, and ideally this should be in secure hardware
.
If asymmetric cryptography were fast, then it would be sufficient to encrypt the content of a document with the private key. This would, in principle, generate unique encrypted content that could only have been produced with the key. However, this would be computationally intense, and another approach is required to address principle (b). This is the role of a secure hash algorithm. 
A secure hash algorithm (a SHA) is used to process a bit stream (e.g. a content file) and produce a short digest from that content. The designation “secure” arises from one important property: it is a one-way and not a two-way algorithm, whereby given knowledge of a content file, and its digest, it is very difficult to derive another content file that produces the same digest
. This is the critical difference from a conventional check sum algorithm that is designed only to detect errors, and optionally to be able to correct them. Check sum algorithms do not have the “one-way” property, and so another content file could be derived that has the same check sum as an original content file.
The role of the secure hash algorithm is to bind the signature to the content. This is achieved by encrypting the digest with the private key. A signature can be verified by decrypting the signature, and comparing with a new digest produced from the content. If the content had been changed, then the comparison would fail.
Connecting the signature to the signer is based on establishing trust. For example, I would trust that this is your signature if someone I trust asserts that it is your signature. The same approach is used in digital signatures, where a trusted body certifies that a particular public key can be used to verify your public key. This extends to a chain of trust, whereby the trusted body trusts an intermediary which in turn certifies my public key. This process is typically implemented using X.509 certificates, or certificate chains; however, it is important to recognize that they are alternative ways to establish trust.
This is important for preservation, because the standard current mechanisms for establishing trust in a certificate relies on a set of services that are not likely to be available for the long term.  For preservation, widely sharing and safely storing the public key as a formal document may be a more suitable approach.  For example, a university might regularly publish its public key in its Annual Report and available on its web-site).
Digital Signature Metadata

In order to validate a digital signature some time in the future, a preservation repository will need to store the following:

1)  the digital signature itself;

2)  the name of the hash algorithm and encryption algorithm used to produce the digital signature; it is recommended that a repository that uses or stores digital objects also store definitions of the algorithms and relevant standards (e.g., for encoding the keys) so that the methods could be reimplemented, if necessary, in the future.

3) the parameters associated with these algorithms;

In addition, if a certificate model is used to establish the relation between the signer and a public key, then it is also necessary to store the chain of certificates needed to validate the signature.
The W3C’s XML-Signature Syntax is a de facto standard for encoding digital signatures.  It is also well thought out and provides a clear functional model for them.  Thus, we recommend adopting the names and structure of semantic units from that specification where applicable.  We recommend the following structure:

signatureInformation


signatureInformationEncoding 

signer [4]

signatureAlgorithm [2]


signatureValue [1]


signatureValidationRules


keyInformation 

1.  The digital signature itself is the signatureValue

2.  The hash and encryption algorithms map to signatureAlgorithm (e.g., DSA-SHA1 indicates the encryption algorithm is DSA and the hash algorithm is SHA1)

3.  The parameters associated with the algorithms map to keyInformation

4.  If X509 certificates are used to validate the signature, then they are placed keyInformation.
Previous Questions

1. Do we need to add a place for the CAs’s public keys? No, they should be in the keyInformation.
2. Do we need to add pointers to documentation of algorithms? Convenient, but not clearly necessary beyond signatureAlgorithm.
3. Is “signer” necessary? Perhaps not, but seems fine.  It is otherwise not accessible without unpacking the keyInformation.
4. Is PGPData and SPKIData necessary? No.  We should not dip into keyInformation.  These are just two possible types of keys; there will be more in the future.
� See FIPS standard 140-2.: level 2 for tamper resistant and level 3 for tamper evident devices.


� As a related illustration, if one changes one bit in the content then an apparently different random hash is produced.
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